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Stylometry & authorship attribution
(Juola 2006; Koppel et al. 2008; Stamatatos 2009)

I Stylometry aims to characterise the style of a literary author in
terms of quantitiative features, e.g.
I sentence length, word length, frequency classes, . . .
I vocabulary richness (type-token distribution)
I syntactic complexity
I frequency of function words, syntactic structures
I spelling preferences, synonym choice

I Important application: literary authorship attribution
I The Federalist Papers (Mosteller and Wallace 1963)
I Who wrote the Bixby latter? (Grieve et al. 2018)
I Did Shakespeare really exist? (Thisted and Efron 1987)
I MHG poetry: Die Halbe Birne (Dimpel 2018)
I Robert Galbraith (The Cuckoo’s Calling) = J. K. Rowling

http://www.scientificamerican.com/article/how-a-computer-
program-helped-show-jk-rowling-write-a-cuckoos-calling/

+ Often proxy task for identification of stylometric fingerprint

Stylometry & authorship attribution
(Juola 2006; Koppel et al. 2008; Stamatatos 2009)

I Authorship attribution as classification task
I closed set of candidate authors for unkown text
I training set of texts with known authorship
I supervised machine learning algorithm (deep, if you must)
I evaluation: classification accuracy

I Authorship attribution as clustering task
I given set of unknown texts
I group texts written by same author into cluster
I measure of text (dis)similarity + clustering algorithm
I evaluation: adjusted Rand index (ARI)

+ Clustering is the more general approach
I successful clustering Ü classification by majority vote
I k-NN classifier based on text similarity measure



A (very) brief history of authorshop attribution
I Comparison of word frequencies (Mosteller and Wallace 1963)

I based on sophisticated Bayesian statistical model

I Machine learning from wide range of stylometric features
(Juola 2006; Stamatatos 2009)
I large number of lexical, syntactic, semantic, lexico-statistical

and character-level features
I ML algorithm selects the most informative features

I The Delta method (Burrows 2002)
I simple frequency comparison of a few hundred common words
I essentially Mosteller and Wallace (1963) without the math
I but also without need for closed training corpus
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Burrows’s Delta (∆B)
(Burrows 2002)

I Frequencies of 100–5,000 most frequent words (MFW)
form a “fingerprint” of an author’s style

relative frequency: fi (D)

the and to of a I in was that he her
f(Madding Crowd) = (.051, .029, .026, .027, .027, .016, .016, .014, .011, .008, .010, . . .)
f(Tess of the d’U.) = (.053, .027, .027, .028, .020, .013, .015, .014, .012, .009, .018, . . .)

f(Oliver Twist) = (.055, .032, .024, .023, .022, .012, .014, .011, .011, .013, .005, . . .)

‘‘It shows you didn’t care a bit about me, and were ready to desert
can not recollect – I only saw her for a day or two.’’ ‘‘It was lig
e the girl had been in her grave for a few days, when the interposi
d to him, spoke to him for a few minutes, and then all three parted
with stakes of all sizes. For a few seconds the wayfarer stood with
eral good character. On Sundays he was a man of misty views, rather
way!’’ ‘‘I wish you’d show yourself a man of spirit, and not sit wh
ves which is so conspicuous in a woman’s gardening, and which flowe

Burrows’s Delta (∆B)
(Burrows 2002)

I Frequencies of 100–5,000 most frequent words (MFW)
form a “fingerprint” of an author’s style

standardised z-scores: zi (D) = fi (D)− µi
σi

the and to of a I in was that he her
z(Madding Crowd) = ( .53, -.23, -.32, .20, 1.66, -.37, 1.04, .52, -.44, -.92, .03, . . .)
z(Tess of the d’U.) = ( .75, -.48, -.08, .51, -.24, -.87, .60, .41, -.14, -.47, 1.39, . . .)

z(Oliver Twist) = (1.05, .15, -.71, -.56, .37, -1.01, -.06, -.74, -.28, .48, -.94, . . .)

−
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Hardy: Far from the Madding Crowd
Hardy: Tess of the d'Urbervilles



Distance metrics for texts
I Need to quantify similarity of “fingerprints” of two texts, i.e.
I Vectors of z-scores z(D1), z(D2) ∈ Rnw

I nw = number of MFW = dimensionality of vector

metric = measure of
geometric distance
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The family of Delta measures
(Burrows 2002; Hoover 2004; Argamon 2008; Smith and Aldridge 2011)

I Burrows’s Delta = Manhattan distance (Burrows 2002)

∆B(D,D′) = ‖z(D)− z(D′)‖1 =
nw∑

i=1
|zi (D)− zi (D′)|

I Quadratic Delta = Euclidean distance (Argamon 2008)

∆Q(D,D′) = ‖z(D)− z(D′)‖22 =
nw∑

i=1
(zi (D)− zi (D′))2

I Cosine Delta = angular distance (Smith and Aldridge 2011)

cos ∆∠(D,D′) =
∑nw

i=1 zi (D) · zi (D′)
‖z(D)‖2 · ‖z(D′)‖2

Hierarchical clustering based on ∆
(Evert et al. 2017, Fig. 3)

1500 1000 500 0

Burrows Delta (n = 1000)

Thackeray: Henry Esmond

Thackeray: The Virginians

Thackeray: Pendennis

C. Brontë: Villette

C. Brontë: Shirley

C. Brontë: Jane Eyre

Dickens: Oliver Twist

Dickens: Bleak House

Dickens: Great Expectations

Hierarchical clustering based on ∆
(Büttner et al. 2017, Fig. 10)



Hierarchical clustering based on ∆
(Rybicki and Heydel 2013, Fig. 1)

novels in the original (Fig. 1) and the Polish trans-
lations of the same novels by a variety of translators,
identified by their initials (Fig. 2). As can be seen,
the script’s procedure guesses the originals perfectly;
and while the guessing of the authors in translations
is somewhat less perfect, the authorial signal is
much more marked than that of the translators; of
the three represented by more than one book in the
set, the translations of only one (rc) have been clus-
tered together.

To apply the same method to the translation of
the Woolf novel, it was analysed by comparing
equal-sized fragments (at various iterations of frag-
ment size) of the translation of Night and Day to
determine the chapter where Heydel had taken over
from Kolyszko; Heydel was consulted only after the
initial determination had been made. At this point,
the Kolyszko and the Heydel portions of the book
were compared to other translations by Heydel
(Woolf’s Jacob’s Room, A Moment’s Liberty and
Between the Acts, Graham Swift’s The Light of Day

and Conrad’s Heart of Darkness), and by Kolyszko
(McCarthy’s Child of God, Miller’s Tropic of
Capricorn, Roth’s Portnoy’s Complaint, Rushdie’s
Midnight’s Children), and then to an even more
extended corpus of author-related translations.

4 Results

As can be seen in Fig. 3, two discrete nodes, or
groupings, of ‘branches’ in the dendrogram appear
(in a bootstrap consensus trees, all linkages are equi-
distant, i.e. single branch lengths do not indicate the
degree of similarity, just the fact of two texts being
nearest neighbours). One node consists of fragments
1–26; the other, of fragments 27–37. Already the
observation that the two nodes consist of fragments
in sequence indicated a visible rift in the stylometry
of the translation. In fact, all iterations of different
fragment sizes of the Kolyszko/Heydel translation
pointed to the beginning of Chapter 27 as
the place where Heydel took over the translation
from Kolyszko; the version presented in Fig. 3
shows the attribution of medium-sized fragments

Fig. 1 Bootstrap consensus tree for the original novels,
made for 100–1000 MFWs and culling set at 100% (which
signifies that only words appearing in each novel have
been used for the analysis); personal pronouns have
been deleted (to avoid false attributions based on narra-
tive type and proportion of dialogue).

Fig. 2 The same analysis for the translations (translators
are indicated by initials).

J. Rybicki and M. Heydel

712 Literary and Linguistic Computing, Vol. 28, No. 4, 2013

 at U
niversitaets- und Landesbibliothek D

arm
stadt on N

ovem
ber 17, 2013

http://llc.oxfordjournals.org/
D

ow
nloaded from

 

Research questions
1. Can ∆ accurately identify the author of a text?
2. How many MFW should we use?
3. What is the effect of other parameters (e.g. ∆B vs. ∆Q)?
4. Which words form the characteristic fingerprint of an author?
5. Is this fingerprint mixed with other “signals” (e.g. genre)?
6. Can we apply ∆ to short texts?
7. How robust is ∆ against “noise” in the data (e.g. OCR errors)?
8. Why does ∆ work so well?

9. Far too rarely: Are the results statistically significant?

Outline
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Empirical evaluation

Understanding Delta

Statistical significance

Empirical evaluation
“In theory, theory and practice are the same. In practice, they are not.”

Data set: 19th-century novels (Jannidis et al. 2015)
I three literary corpora (German, English, French)
I each corpus: 25 authors × 3 novels = 75 novels
I from early 19th century to mid 20th century
I ca. 10M tokens per language
I individual texts: 25k – 900k tokens

Evaluation studies
I Jannidis et al. (2015) – all known variants of ∆, ≈ purity
I Evert et al. (2017) – focus on nw and feature scaling, ARI
I Büttner et al. (2017) – combination with further data sets



Clustering example (ARI = 90%)
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Ward clustering (German, z−scores, BD, n=1000)
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Can we determine the number of clusters automatically?

Fischer: Gustavs Verirrungen

Gutzkow: Wally die Zweiflerin
Gutzkow: Der Zauberer von Rom

Gutzkow: Die Ritter vom Geiste

Arnim: Kronenwächter 1
Arnim: Armut Reichtum Schuld und Buße der Gräfin Dolores

Arnim: Isabella von Ägypten

Tieck: Geschichte des Herrn William Lovell
Tieck: Vittoria Accorombona

Tieck: Franz Sternbalds Wanderungen

Wassermann: Die Juden von Zirndorf
Ebner Eschenbach: Bozena

Ebner Eschenbach: Das Gemeindekind
Ebner Eschenbach: Unsühnbar

Wassermann: Christian Wahnschaffe
Wassermann: Das Gänsemännchen

Wieland: Die Abenteuer des Don Sylvio von Rosalva
Wieland: Aristipp und einige seiner Zeitgenossen

Wieland: Geschichte des Agathon

Lewald: Eine Lebensfrage
Lewald: Jenny

Lewald: Clementine

François: Stufenjahre eines Glücklichen
François: Judith die Kluswirtin

François: Die letzte Reckenburgerin

Freytag: Soll und Haben
Freytag: Die Ahnen

Freytag: Die verlorene Handschrift

Kafka: Das Schloß
Kafka: Amerika

Kafka: Der Prozeß

Fischer: Die Honigmonathe
Fischer: Margarethe

Jean Paul: Flegeljahre
Jean Paul: Hesperus oder 45 Hundsposttage

Jean Paul: Titan

Dohm: Sibilla Dalmar
Dohm: Christa Ruland

Dohm: Schicksale einer Seele

Keller: Martin Salander
Keller: Der grüne Heinrich [Erste Fassung]

Keller: Das Sinngedicht

Schopenhauer: Richard Wood
Schopenhauer: Gabriele

Schopenhauer: Die Tante

Hahn Hahn: Maria Regina
Hahn Hahn: Gräfin Faustine

Hahn Hahn: Sibylle

Fouqué: Die Frau des Falkensteins
Fouqué: Magie der Natur

Fontane: Der Stechlin
Fontane: Effi Briest

Fontane: Irrungen Wirrungen

May: Kurdistan
May: Old Surehand I

May: Im Reiche des silbernen Löwen I

Hauff: Mitteilungen aus den Memoiren des Satan
Hauff: Lichtenstein

Hauff: Die Bettlerin vom Pont des Arts

Huber: Ellen Percy
Huber: Die Familie Seldorf

Huber: Luise

Raabe: Stopfkuchen. Eine See− und Mordgeschichte
Raabe: Im alten Eisen

Raabe: Das Odfeld

Marlitt: Goldelse
Marlitt: Die Frau mit den Karfunkelsteinen
Marlitt: Das Geheimnis der alten Mamsell

Fouqué: Resignation
Goethe: Die Leiden des jungen Werther

Goethe: Die Wahlverwandtschaften
Goethe: Wilhelm Meisters Lehrjahre

Spielhagen: Zum Zeitvertreib
Spielhagen: Problematische Naturen. Erste Abtheilung

Spielhagen: Hammer und Amboß

Silhouette width si

0.0 0.2 0.4 0.6 0.8 1.0

Silhouette widths (German, z−scores, BD, n=1000, Ward)
n = 75 25  clusters  Cj

j :  nj | avei∈Cj  si

1 :   3  |  0.25

2 :   4  |  0.009

3 :   3  |  0.25

4 :   3  |  0.25

5 :   3  |  0.06

6 :   3  |  0.15

7 :   3  |  0.38

8 :   3  |  0.37

9 :   2  |  0.21

10 :   3  |  0.26

11 :   3  |  0.33

12 :   3  |  0.27

13 :   3  |  0.34

14 :   3  |  0.39

15 :   2  |  0.15

16 :   3  |  0.30

17 :   3  |  0.28

18 :   3  |  0.27

19 :   3  |  0.22

20 :   3  |  0.30

21 :   6  |  0.18

22 :   3  |  0.11

23 :   3  |  0.24

24 :   3  |  0.13
25 :   1  |  0.00

Can we determine the number of clusters automatically?
I Average silhouette width is standard criterion for unsupervised

model selection in clustering
I Works well on our data:

usually k > 25 clusters, but better ARI than for k = 25
I Justifies further experiments with pre-determined k = 25
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Parameter: Number nw of MFW
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Parameter: Number nw of MFW
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(following slides will show results for German corpus only)

Parameter: Number nw of MFW
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(following slides will show results for German corpus only)

Parameter: Distance metric
I Generalised Minkowski Delta: ∆B = ∆1, ∆Q = ∆2
I ∆p becomes less “robust” with increasing p ∈ [0,∞]

∆p(D1,D2) = ‖z(D1)− z(D2)‖p = p

√√√√
nw∑

i=1

|zi (D1)− zi (D2)|p
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Parameter: Clustering method
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+ prefer words with approximately normal distribution

Parameter: Skipping the MFW
(Rybicki and Eder 2011, Fig. 1+2)

4 Results

The English novel corpus (E1, Fig. 1) was the one
with the best attributions for all available sample
sizes starting at the top of the reference corpus
word frequency list; it was equally easy to attribute
even if the first 2,000 most frequent words were
omitted in the analysis—or even the first 3,000 for
longer samples. This was also the only corpus where
a perfect attributive score (100%) was achieved
almost constantly, which is reflected, in the graph,
by the widespread and smooth dark color in the
heatmap. The English epic poems (E2, Fig. 2), on
the other hand, while displaying a 100% accuracy in
some ‘pockets,’ attributed in general significantly
worse than the English novels. For less frequent
words, i.e. below the 2,000th on the frequency
list, the guessing effectiveness began decreasing
very quickly; the area of best attributive success
was removed from the top of the word frequency
list, into the 1,000–2,000 most frequent word
region.

The Polish corpus of Sixty-nine 19th- and early
20th-century classic Polish novels (P1, Fig. 3)
showed marked improvement in Delta attribution

rate when the wordlist started at some 450 words
down the frequency list; the most successful sample
sizes were relatively small: no more than 1,200
words long.

The French corpus proved difficult to interpret
because there was no clear smooth area of good

Fig. 1 Attribution accuracy for 65 English novels (per-
centage of correct attributions). Color coding is indicated
by the sidebar scale

Fig. 2 Attribution accuracy for 32 English epic poems

Fig. 3 Attribution accuracy for 69 Polish novel classics

Deeper Delta across genres and languages
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65 English novels 32 epic poems in English
attribution accuracy of 1-NN classifier

Parameter: Character n-grams instead of MFW

n all characters only alpha-numeric within words
2 0.9226 0.8510 0.8515
3 0.9534 0.9276 0.9242
4 0.9473 0.9299 0.9329
5 0.9407 0.9250 0.9320
6 0.9349 0.9078 0.9296
7 0.9432 0.9043 0.9220

ARI averaged over different nw
(German novels)



Parameter: Character n-grams instead of MFW Robustness against noise
(Eder 2013, Fig. 1+3)

likely to contain misspelled characters. This phe-
nomenon is clearly evidenced in the German
corpus (Fig. 5), i.e. in a language with words usually
longer than those in other languages.

It is important to stress, however, that using
short MFW vectors—despite their considerable re-
sistance to text damage—still provides worse per-
formance than relying on a large number of
MFWs. This means that the ‘garbage in, gospel
out’ optimism is in fact illusory.

To validate the results, a few variants of the
aforementioned experiment have been performed.
First, instead of entire texts, samples of 10,000 ran-
domly excerpted words have been analyzed. The re-
sults for the corpus of English are shown in Fig. 2;
the other corpora exhibited similar behavior. The
observed effect of resistance to damage for shorter
MFWs vectors is hardly noticeable now, but the
performance of long vectors seems to be stable, i.e.
independent of the modified sample size.

Next came a number of tests with a different
classification algorithm (SVM) and/or other style
markers. Generally, no significant difference in

attribution accuracy could be observed using
SVM applied to MFWs. Character-based markers,
however, revealed an impressive increase of perform-
ance, regardless of the classification method used. As
evidenced in Fig. 3 (for Delta applied to character

Fig. 3 Simulation of poor OCR quality in the corpus of
English novels: character 4-grams used as features, instead
of MFWs

Fig. 1 Simulation of poor OCR quality in the corpus of
English novels: in 100 iterations, increasing percentage of
intentionally misspelled characters has been tested for
thirty different MFW vectors. Color coding is indicated
by the legend. Color versions of all figures are available
online

Fig. 2 Simulation of poor OCR quality in the corpus of
English novels: instead of entire texts, samples of 10,000
randomly excerpted words were tested

M. Eder
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MFW character 4-grams
effect of simulated OCR noise

Robustness against noise
(Büttner et al. 2017, Fig. 18+21)

simulated noise in MHG poetry, ∆ on 200–800 MFW

Delta and text length
(Eder 2015, Fig. 1+4)

1,000-word samples may serve as a convincing
caveat). Other analyzed corpora showed quite simi-
lar shapes of the ‘learning curves’, although some
interesting differences could also be noticed.

In particular, the overall attribution success rate
varied considerably: among the corpora with modern
prose, Hungarian (Fig. 2) gained lower scores than
English, followed by German (Fig. 3), and Polish
(Fig. 4). This phenomenon has already been observed
in previous cross-language studies (Rybicki and Eder,
2011; Eder, 2011; Eder and Rybicki, 2013). The ac-
curacy rates of both Ancient prose corpora (Figs 5
and 6) were fairly satisfying, Latin being slightly less
attributable than Greek. Similar differences were
observed in corpora with poetry: ‘guessing’ scores
for English epic poems (Fig. 7) were substantially
higher than for Greek poetry (Fig. 8), and very simi-
lar to Latin poetry (not shown).

The critical point of attributive saturation could
be found at about 5,000 words per sample in most
of the corpora analyzed in this study (and no sig-
nificant differences between inflected and nonin-
flected languages were observed). However, there
were also some exceptions to this general rule.
First of all, the corpus of Latin prose exhibited a
significant improvement in resistance to short

samples (its minimal effective sample size was of
approximately 2,500 words; cf. Fig. 5, black circles).
At the same time, the Latin corpus showed a very
clear and distinctive trend of increasing attribution
accuracy followed by fairly horizontal scores of stat-
istical saturation. In the other corpora, especially in
Polish novels, the ‘learning curves’ gained their sat-
uration somewhat slowly and less distinctively.

Fig. 1 Dependence of attribution accuracy and length of
text samples: 63 English novels (200 MFWs tested). Black
circles indicate the ‘bags of words’ type of sampling, gray
circles indicate excerpted passages

Fig. 2 Dependence of attribution accuracy and length of
text samples: 64 Hungarian novels

Fig. 3 Dependence of attribution accuracy and length of
text samples: 66 German novels

Does size matter?

Literary and Linguistic Computing, 2013 5 of 16
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The behavior of the poetic corpora of English
and Latin should also be commented upon. At
first glance, English epic poetry required a promis-
ing amount of 3,000 words per sample for reliable
attribution (Fig. 7). However, the number of unpre-
dictable and very poor scores scattered randomly on
the plot (cf. the outliers much below the trend line)
suggests that attributing English poems shorter than

5,000 words might involve a risk of severe misclassi-
fication. The picture of Latin epic poetry (not
shown) was surprisingly similar.

Another peculiarity was observed in the case of
two Greek corpora with prose and poetry, respect-
ively (Figs 6 and 8). In both cases, after the usual
rapid performance improvement due to increasing
length of text samples, the attribution accuracy was

Fig. 6 Dependence of attribution accuracy and length of
text samples: 72 Ancient Greek prose texts

Fig. 5 Dependence of attribution accuracy and length of
text samples: 94 Latin prose texts

Fig. 4 Dependence of attribution accuracy and length of
text samples: 69 Polish novels

Fig. 7 Dependence of attribution accuracy and length of
text samples: 32 English epic poems

M. Eder
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texts shortened by random sampling / excerpt, ∆ on 200 MFW



Delta and text length

(German novels)

Delta vs. n-gram tracing on shortened texts
(Grieve et al. 2018; Proisl et al. 2018)
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Delta vs. n-gram tracing on shortened texts
(Grieve et al. 2018; Proisl et al. 2018)
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Delta vs. n-gram tracing on shortened texts
(Grieve et al. 2018; Proisl et al. 2018)

text length

1000
2000

3000
4000

5000
Most f

requent w
ords

0
500

1000
1500

2000
2500

3000

ne
ar

es
t n

ei
gh

bo
r a

cc
ur

ac
y

0.0

0.2

0.4

0.6

0.8

1.0

German novels: are fewer MFW better for short texts?



Outline

Literary authorship attribution

Burrows’s Delta

Empirical evaluation

Understanding Delta

Statistical significance

A crucial riddle . . .
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Euclidean metric (∆Q) + vector normalization = Cosine Delta (∆∠)
i.e. normalization turns worst Delta measure (∆Q) into the best one (∆∠)

The effect of vector length normalization
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I Minkowsky ∆p becomes less “robust” for increasing p ∈ [0,∞]
I Vector length normalization ‖z‖p = 1 (usually p = 1, 2)

The effect of vector length normalization
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I Minkowsky ∆p becomes less “robust” for increasing p ∈ [0,∞]
I Vector length normalization ‖z‖p = 1 (usually p = 1, 2)



Why is vector normalization so important?

I Hypothesis 1: few “extreme” z-scores (outliers) distort metric
I such outliers will often be characteristic for a particular text

rather than an author

I Hypothesis 2: fingerprint of author = pattern of over- and
underuse, regardless of magnitude of deviations (“key profile”)

Approach: compare different transformations of z-scores
I normalisation of vector length

I clamping outliers (e.g. |z | > 1) H1
I ternarisation: −1 (underuse) / 0 (neutral) / +1 (overuse) H2
I optional: ternarization only for lower-frequency words

−
0.

2
−

0.
1

0.
0

0.
1

0.
2 Hardy: Far from the Madding Crowd

Hardy: Tess of the d'Urbervilles

Approach: compare different transformations of z-scores

I normalisation of vector length

I clamping outliers (e.g. |z | > 1) H1

I ternarisation: −1 (underuse) / 0 (neutral) / +1 (overuse) H2
I optional: ternarization only for lower-frequency words

−
2

−
1

0
1

2

Hardy: Far from the Madding Crowd
Hardy: Tess of the d'Urbervilles

Approach: compare different transformations of z-scores

I normalisation of vector length
I clamping outliers (e.g. |z | > 1) H1

I ternarisation: −1 (underuse) / 0 (neutral) / +1 (overuse) H2

I optional: ternarization only for lower-frequency words

−
1.

5
−

1.
0

−
0.

5
0.

0
0.

5
1.

0
1.

5

Hardy: Far from the Madding Crowd
Hardy: Tess of the d'Urbervilles



Approach: compare different transformations of z-scores

I normalisation of vector length
I clamping outliers (e.g. |z | > 1) H1

I ternarisation: −1 (underuse) / 0 (neutral) / +1 (overuse) H2

I optional: ternarization only for lower-frequency words
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Parameter: Transformation of z-scores
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Parameter: Transformation of z-scores
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Parameter: Transformation of z-scores
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Transformation of z-scores and ∆p
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What is in the fingerprint?
I Greedy algorithm for selection of an optimal set of features:

recursive feature elimination

I Procedure:
I train linear support vector machine (SVM)
I based on [0, 1]-scaled relative frequencies (not on z-scores)
I discard k features with lowest SVM weights

I Iterative reduction of feature set
1. all recurrent words (df > 1)
2. down to nw = 50,000 (k = 10,000)
3. down to nw = 5,000 (k = 1,000)
4. down to nw = 500 (k = 100)
5. find minimal feature set by cross-validation (k = 1)

What is in the fingerprint?

Document frequencies (df ) of selected features

English (nw = 233) German (nw = 240) French (nw = 370)
I Many function words, but also content words (Ü overtraining?)
I Some text artefacts: Roman numerals (xl, xxxvii) in novels

with many chapters, graphemic variation (e.g. DE gibt / giebt)
I Key words for English novels: with, so, t, But, And, upon, don,

head, Then, looking, almost, indeed, nor, London, feel,
cannot, . . . , XXXVII (df = 34), XLI (df = 29), XLIII
(df = 26), hereabout (df = 11), vilest (df = 15), contours
(df = 9), Ecod (df = 4)
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But is any of this significant?

I Statistical significance
I If the experiment is repeated with a new data set,

will method A again perform better than method B?

I Sampling variation
I How much statistical uncertainty in the evaluation scores?
I often in terms of confidence interval

I Rarely addressed in literary authorship attribution

Empirical evidence
(Proisl et al. 2018)

I Simulate repeated experiments
I by sampling texts from a large collection (e.g. Gutenberg)
I 973 German novels from 131 different authors (1789–1914)
I all text shortened to first 30k tokens

I Setting A
I sample different novels from the same 25 authors
I 5,000 random samples of 25× 3 novels

I Setting B
I sample different sets of authors
I 5,000 random samples of 25 authors × 3 novels

Results: Sampling variation
(Proisl et al. 2018)
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Results: Statistical significance
(Proisl et al. 2018)
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Results: Implications
(Proisl et al. 2018)
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Results: Implications
(Proisl et al. 2018)
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Are differences between the languages significant? (Setting B)

Could / should we have known?
I Standard approach for supervised classification tasks:

cross-validation
I assume test items are random sample Ü binomial distribution
I ignores variability due to test set and choice of authors
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Could / should we have known?
I Significance testing for clustering task is difficult :-(

I Bootstrapping doesn’t make sense for clustering
I re-sampling with replacement Ü duplicate texts
I theory of bootstrapping focused on single numerical variable

I Data sets usually too small for sub-sampling
I our data set: 3-fold cross validation (each 25× 2 novels)

I P-value clustering does something entirely different
(Suzuki and Shimodaira 2006)
I MFW as random sample from population of possible features

I Possible approach: bootstrapping re-samples of texts
I but ignores variability due to choice of authors & novels



Thank you!

Next steps:
+ Replicate all findings with sampling experiments
+ Implement text-level bootstrapping for clustering task
+ Consensus clustering for ∆ on character & word n-grams
+ Can we integrate ∆ and n-gram tracing?
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