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Introduction Definitions and notation

General definition of DSMs

A distributional semantic model (DSM) is a scaled and/or
transformed co-occurrence matrix M, such that each row m
represents the distribution of a target term across contexts.

get see use hear eat kill
knife 0.027 -0.024 0.206 -0.022 -0.044 -0.042
cat 0.031 0.143 -0.243 -0.015 -0.009 0.131
dog -0.026 0.021 -0.212 0.064 0.013 0.014
boat -0.022 0.009 -0.044 -0.040 -0.074 -0.042
cup -0.014 -0.173 -0.249 -0.099 -0.119 -0.042
pig -0.069 0.094 -0.158 0.000 0.094 0.265

banana 0.047 -0.139 -0.104 -0.022 0.267 -0.042

Term = word form, lemma, phrase, morpheme, word pair, . . .
Targets = rows (terms whose distribution is represented)
Features = columns (individual contexts or collocates)
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Introduction Definitions and notation

Notation: term-context matrix

Frequency matrix F ∈ Rk·n (term-context row vectors fi ∈ Rn)

F =




· · · fT1 · · ·
· · · fT2 · · ·

...

...
· · · fTk · · ·




Fe
lid
ae

Pe
t

Fe
ral

Bl
oa
t

Ph
ilo
so
ph
y

Ka
nt

Ba
ck

pa
in

cat 10 10 7 – – – –
dog – 10 4 11 – – –

animal 2 15 10 2 – – –
time 1 – – – 2 1 –

reason – 1 – – 1 4 1
cause – – – 2 1 2 6
effect – – – 1 – 1 –

Interpretation as collection of row vectors:
I F = (fij), where fij = (fi)j = frequency count of target term ti

in context cj (wrt. context tokens, here: Wikipedia articles)
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Introduction Definitions and notation

Notation: term-term matrix

Cooccurrence matrix M ∈ Rk·n (term-term row vectors mi ∈ Rn)

M =




· · · mT
1 · · ·

· · · mT
2 · · ·
...
...

· · · mT
k · · ·




bre
ed

tai
l

fee
d

kil
l

im
po
rta

nt
ex
pla

in
lik
ely

cat 83 17 7 37 – 1 –
dog 561 13 30 60 1 2 4

animal 42 10 109 134 13 5 5
time 19 9 29 117 81 34 109

reason 1 – 2 14 68 140 47
cause – 1 – 4 55 34 55
effect – – 1 6 60 35 17

Interpretation as collection of row vectors:
I M = (mij), where mij = (mi)j = cooccurrence frequency of

target term ti with feature term τj (a collocate of ti)
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Introduction Definitions and notation

Document vectors as centroids

F =




... ... ...

... ... ...
φ1 φ2 · · · φn
... ... ...
... ... ...




dj =
1
nj

k∑

i=1
φji ·mi =

1
nj

MT · φj

I column vector φj ∈ Rk = bag-of-words representation of
context cj , i.e. a term frequency vector with φji = fij

I context cj can be represented in term space by document
vector dj ∈ Rn = weighted centroid of the corresponding
term vectors (Schütze 1998)

I nj =
∑

i φji = document size of cj
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Introduction Definitions and notation

DSM parameters

Corpus with linguistic annotation
⇓

Term-context vs. term-term matrix
⇓

Type & size of context
⇓

Feature scaling
⇓

Similarity/distance measure & normalisation
⇓

Dimensionality reduction
⇓

Semantic distance, nearest neighbours, semantic maps, . . .
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Introduction Definitions and notation

Geometric interpretation and semantic distance

I row vector mdog
describes usage of
word dog in the
corpus

I can be seen as
coordinates of point
in n-dimensional
Euclidean space Rn

I illustrated for two
dimensions:
get and use

I mdog = (115, 10) ●
●

●

●
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Introduction Definitions and notation

Geometric interpretation and semantic distance

I similarity = spatial
proximity
(Euclidean metric)

I location depends on
frequency of noun
(fdog ≈ 2.7 · fcat)
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Introduction Definitions and notation

Geometric interpretation and semantic distance

I similarity = spatial
proximity
(Euclidean metric)

I location depends on
frequency of noun
(fdog ≈ 2.7 · fcat)

I direction more
important than
location
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Introduction Definitions and notation

Geometric interpretation and semantic distance

I similarity = spatial
proximity
(Euclidean metric)

I location depends on
frequency of noun
(fdog ≈ 2.7 · fcat)

I direction more
important than
location

I normalise “length”
‖mdog‖ of vector

I or use angle α as
distance measure
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Introduction Definitions and notation

Metric & norm

I metric d (x, y) as measure of semantic (dis)similarity
I norm ‖x‖ = measure of vector length induces a

homogeneous, translation-invariant metric d (x, y) := ‖x− y‖
I family of Minkowski p-norms for p ∈ [1,∞]:

‖x‖p :=
(|x1|p + · · ·+ |xn|p

)1/p

(for p < 1, the triangle inequality is not satisfied)
I includes the intuitive Euclidean norm for p = 2:

‖x‖2 =
√

x2
1 + · · ·+ x2n

I from now on ‖x‖ := ‖x‖2 unless specified otherwise
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Introduction Definitions and notation

Euclidean norm & inner product

I Euclidean norm ‖x‖2 =
√
〈x, x〉 is special because it is

induced by an inner product:

〈x, y〉 := xTy = x1y1 + · · ·+ xnyn

I angle ϕ between vectors x, y ∈ Rn:

cosϕ :=
〈x, y〉
‖x‖ · ‖y‖

+ cosine similarity is popular “distance” measure for DSM

I x and y are orthogonal iff 〈x, y〉 = 0
I the shortest connection between a point x and a subspace A

is orthogonal to all vectors y ∈ A
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Introduction Definitions and notation

Euclidean distance or cosine similarity?

Which is better, Euclidean distance or cosine similarity?

Equivalent if vectors are normalised (‖x‖2 = 1),
i.e. same ranking of distances between different points

cosϕ = 〈x, y〉

‖x− y‖2 = 〈x− y, x− y〉
= 〈x, x〉+ 〈y, y〉 − 2 〈x, y〉
= ‖x‖2 + ‖y‖2 − 2 〈x, y〉
= 2− 2 cosϕ
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Introduction Definitions and notation

An exercise in matrix algebra

Task: compute distances (or similarities) between all target terms
ti in row-normalised matrix M as quickly as possible.

cosϕij = 〈mi ,mj〉 = mT
i mj for i , j ∈ {1, . . . , k}

cos




...
· · · · · · ϕij · · ·

...

...

...




=




...

· · · mT
i · · ·

...

...

...




·




...

a a a

mj

a

...




cosϕ = M ·MT
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Introduction Sparse high-dimensional models

Distributional Memory (Baroni and Lenci 2010)

I Tensor of (word, link, word) triples, e.g. (book, obj, read)
I also (sharp, as adj as, knife); (geek, use, computer); . . .

I TypeDM: feature scores = local MI (Evert 2004) based on
number of distinct surface realisations of the link pattern

I 30,686 target terms × 25,336 link types × 30,686 collocates

I W1 × LW2 matricization yields state-of-the-art DSM
I very high-dimensional: 30,686 × 3,127,436 matrix
I extremely sparse: 131 million nonzero cells = 0.137%

å Dimensionality reduction to make data set manageable
I e.g. 1.25 M uninformative features with single nonzero entry
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Introduction Sparse high-dimensional models

Goals of dimensionality reduction

I Numerical convenience

I Noise reduction (Landauer and Dumais 1997)

I Latent meaning dimensions (Schütze 1992, 1998)

A simple approach: feature selection
I drop least frequent, variable, informative, . . . features
I convenient, but no noise reduction & latent dimensions

General form: map data points into low-dimensional subspace
I exploit correlations between features Ü less information loss
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Introduction Sparse high-dimensional models

Approaches to dimensionality reduction
excerpt from verb-object DSM based on British National Corpus

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

company 81 17 50 1 2 2
ticket 178 9 98 7 0 0
coffee 21 0 9 0 0 0

electricity 2 1 15 1 0 0
chocolate 19 0 2 0 0 0

letter 4 0 3 950 223 25
note 1 0 2 167 70 4

statement 0 0 1 18 58 7
agreement 0 45 0 3 2 13

feature selection (2 dimensions)
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Introduction Sparse high-dimensional models

Approaches to dimensionality reduction
excerpt from verb-object DSM based on British National Corpus

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

company 81 17 50 1 2 2
ticket 178 9 98 7 0 0
coffee 21 0 9 0 0 0

electricity 2 1 15 1 0 0
chocolate 19 0 2 0 0 0

letter 4 0 3 950 223 25
note 1 0 2 167 70 4

statement 0 0 1 18 58 7
agreement 0 45 0 3 2 13

aggregate meaningful feature combinations
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Introduction Sparse high-dimensional models

Approaches to dimensionality reduction
excerpt from verb-object DSM based on British National Corpus

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

company 84 7 47 2 0 0
ticket 177 14 99 7 1 1
coffee 20 2 11 0 0 0

electricity 8 1 4 1 0 0
chocolate 15 1 9 0 0 0

letter 4 0 3 948 230 25
note 1 0 1 174 42 5

statement 0 0 0 30 7 1
agreement 3 0 2 4 1 0

by regression into 2-dimensional subspace
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Introduction Sparse high-dimensional models

Approaches to dimensionality reduction
excerpt from verb-object DSM based on British National Corpus

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

company 84 7 47 2 − 1 1 0
ticket 177 14 99 8 − 1 2 − 1 1
coffee 20 2 11 0 0 0

electricity 8 1 4 1 0 0
chocolate 15 1 9 0 0 0

letter 6 − 2 0 4 − 1 948 230 25
note 1 0 1 174 42 5

statement 0 0 0 30 7 1
agreement 3 0 2 4 1 0

by regression into 2-dimensional subspace
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Introduction Sparse high-dimensional models

Approaches to dimensionality reduction
excerpt from verb-object DSM based on British National Corpus

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

dim
1

dim
2

company 84 7 47 2 − 1 1 0 2 96
ticket 177 14 99 8 − 1 2 − 1 1 8 203
coffee 20 2 11 0 0 0 0 23

electricity 8 1 4 1 0 0 1 9
chocolate 15 1 9 0 0 0 0 18

letter 6 − 2 0 4 − 1 948 230 25 976 −2
note 1 0 1 174 42 5 179 0

statement 0 0 0 30 7 1 31 0
agreement 3 0 2 4 1 0 4 3

by regression into 2-dimensional subspace
first dimension: written material
second dimension: commodities
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Dimensionality reduction Singular value decomposition (SVD)
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I Approach: map data points into linear subspace with d � n
dimensions, shifting their positions as little as possible

I same intuition as for linear regression: residuals = “noise”
I i.e. minimise displacement x̃− x between original data point x

and mapped point x̃ in low-dimensional subspace

I For each data point x, best
possible mapping is orthogonal
projection x̃ = PAx into a given
subspace A

I ‖x‖2 = ‖PAx‖2 + ‖x− PAx‖2︸ ︷︷ ︸
displacement

I Based on Euclidean distance

.
ϕ

‖!v‖ = 1

!x

!x′ =
!x

‖!x‖
P!v !x = 〈!x, !v〉 !v
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I d-dimensional subspace A spanned by basis vectors b1, . . . ,bd
with 〈bi ,bj〉 = δij , forming an orthogonal n × d matrix:

Q =




... ...

... ...
b1 · · · bd
... ...
... ...




PAx =
d∑

i=1
bi(bT

i x) = QQTx

I PAx = QQTx = projection into subspace A ⊆ Rn

I QTx = projection into internal Cartesian coordinates of A
I ‖QTx‖ = ‖PAx‖ (Q is isometric embedding)
I QTQ = Id (identity matrix)
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I Project row vectors m of co-occurrence matrix M by matrix
multiplication Ü row vectors m̃ of matrix M̃

M̃ = MPA = MQQT

I Total displacement given by Frobenius norm ‖M̃−M‖2
k∑

i=1
‖PAmi −mi‖2 = ‖MPA −M‖2 = ‖M‖2 − ‖MPA‖2

+ Goal: find subspace A that maximises

‖MPA‖2 = ‖MQQT‖2 = ‖MQ‖2
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I For one-dimensional subspace: PA = bbT , so maximise
‖Mb‖2 = 〈Mb,Mb〉 = (bTMT )(Mb) = bT (MTM)b
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I For one-dimensional subspace: PA = bbT , so maximise
‖Mb‖2 = 〈Mb,Mb〉 = (bTMT )(Mb) = bT (MTM)b
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I For one-dimensional subspace: PA = bbT , so maximise
‖Mb‖2 = 〈Mb,Mb〉 = (bTMT )(Mb) = bT (MTM)b
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I For one-dimensional subspace: PA = bbT , so maximise
‖Mb‖2 = 〈Mb,Mb〉 = (bTMT )(Mb) = bT (MTM)b
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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by orthogonal projection

I For one-dimensional subspace: PA = bbT , so maximise

‖Mb‖ = 〈Mb,Mb〉 = (bTMT )(Mb) = bT (MTM)b

I Solution: b = eigenvector for largest eigenvalue of the
symmetric, positive semi-definite covariance matrix MTM

I Best d-dimensional subspace is given by orthogonal
eigenvectors b1, . . . ,bd corresponding to the d largest
eigenvalues s1 ≥ s2 ≥ . . . ≥ sd ≥ 0 of MTM

I Quality of the approximation
I ‖MQd‖ = s1 + · · ·+ sd vs. ‖M‖ =∑n

i=1 si
I relative “importance” of dimension bi given by si/‖M‖
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Dimensionality reduction Singular value decomposition (SVD)

Eigenvalue decomposition

I Symmetric, positive semi-definite matrix MTM has eigenvalue
decomposition

MTM = V · S · VT

where V is an orthogonal matrix of eigenvectors (columns)
and S = Diag(s1, . . . , sn) a diagonal matrix of eigenvalues

V =




...
...

...
...

...
...

v1 v2 · · · vn
...

...
...

...
...

...




D =




s1
s2

. . .
. . .

sn




I Best d-dimensional subspace: b1 = v1, . . . ,bd = vd
I Dimensionality reduction: Md = MVd
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Dimensionality reduction Singular value decomposition (SVD)

Singular value decomposition (SVD)

I The idea of eigenvalue decomposition can be generalised to
an arbitrary (non-symmetric, non-square) matrix M

+ such a matrix need not have any eigenvalues
I Singular value decomposition (SVD) factorises B into

M = U ·Σ · VT

where U and V are orthogonal coordinate transformations and
Σ is a rectangular-diagonal matrix of singular values
(with customary ordering σ1 ≥ σ2 ≥ · · · ≥ σn ≥ 0)

I Truncated SVD only computes first d nonzero singular values
+ Σ is a square d × d matrix
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Dimensionality reduction Singular value decomposition (SVD)

Truncated SVD illustration

M ≈ M̃d = Ud ·Σd · VT
d




n

k M̃




=




d

k U




·




σ1 d
d . . .

Σ σd


·




n

d VT



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Dimensionality reduction Singular value decomposition (SVD)

Dimensionality reduction by SVD

MTM = (UΣVT )T (UΣVT ) = VΣUTU︸ ︷︷ ︸
=Id

ΣVT

= VΣ2VT

I Eigenvectors of MTM = right singular vectors of M (columns
of V) with eigenvalues si = σ2i , i.e. S = Σ2

I Dimensionality reduction by SVD:

M̃d = MVd = UdΣd (in Rd)
M̃d = MVdVT

d = UdΣdVT
d (in original space)

+ “importance” of dimension vi given by σ2i
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Dimensionality reduction Singular value decomposition (SVD)

SVD dimensionality reduction example

bu
y

pu
rch

as
e

sel
l

wr
ite

rea
d

dr
aft

dim
1

dim
2

company 84 7 47 2 − 1 1 0 2 96
ticket 177 14 99 8 − 1 2 − 1 1 8 203
coffee 20 2 11 0 0 0 0 23

electricity 8 1 4 1 0 0 1 9
chocolate 15 1 9 0 0 0 0 18

letter 6 − 2 0 4 − 1 948 230 25 976 −2
note 1 0 1 174 42 5 179 0

statement 0 0 0 30 7 1 31 0
agreement 3 0 2 4 1 0 4 3

M̃2 = U2Σ2VT
2 = u1σ1vT1 + u2σ2vT2 MV2 = U2Σ2
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Dimensionality reduction Interpretations of SVD
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Dimensionality reduction Interpretations of SVD

Interpretations of SVD

I “Noise reduction”: projection into d-dimensional subspace
+ minimise cost = diplacement of points (Euclidean distance)

I Matrix approximation: M̃d is best rank-d approximation of M
+ minimise Frobenius norm ‖M̃d −M‖22 =

∑k
i=1‖m̃i −mi‖2

I Distance-preserving embedding into d-dimensional space
+ minimise

∑k
i=1
∑k

j=1
∣∣‖mi −mj‖2 − ‖m̃i − m̃j‖2

∣∣
+ principal component analysis (PCA) is best distance-preserving

projection = SVD for column-centered M (i.e.
∑

i mi = 0)
I Latent class model (Ü latent meaning dimensions)

+ M̃d =
∑d

i=1 uiσivTi (conditional independence given class i)
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Dimensionality reduction Interpretations of SVD

SVD as a topic model

I Truncated SVD decomposition of term-document matrix:

F ≈ F̃ =
d∑

i=1
uiσivTi

I σi = prior frequency of topic i
I ui = word frequency distribution for topic i
I vi = contribution of topic i to each document

+ assumes unscaled frequency counts F

I This topic model is known as latent semantic indexing (LSI)
I Latent semantic analysis (LSA, Landauer and Dumais 1997)

interprets topics as meaning components
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Dimensionality reduction Interpretations of SVD

Interpretations of SVD

I “Noise reduction”: projection into d-dimensional subspace
+ minimise cost = diplacement of points (Euclidean distance)

I Matrix approximation: M̃d is best rank-d approximation of M
+ minimise Frobenius norm ‖M̃d −M‖22 =

∑k
i=1‖m̃i −mi‖2

I Distance-preserving embedding into d-dimensional space
+ minimise

∑k
i=1
∑k

j=1
∣∣‖mi −mj‖2 − ‖m̃i − m̃j‖2

∣∣
+ principal component analysis (PCA) is best distance-preserving

projection = SVD for column-centered M (i.e.
∑

i mi = 0)
I Latent class model (Ü latent meaning dimensions)

+ M̃d =
∑d

i=1 uiσivTi (conditional independence given class i)
I Matrix factorization M̃ = UΣVT with Σ = Diag(σ1, . . . , σd)

+ SVD: Frobenius cost ‖M̃−M‖2, U,V orthogonal, Σ ≥ 0
+ always implies a latent class model
+ Σ can be absorbed into U,V under relaxed constraints
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Dimensionality reduction Interpretations of SVD

Is SVD really a distance-preserving embedding?

I SVD equivalent to PCA only for column-centered matrix
I centering destroys sparseness and non-negativity of M
I does not seem appropriate for highly skewed frequency data
I PCA preserves Euclidean distance, but DSMs often use cosine

+ SVD preserves inner products = cosine for normalised M
I recall that cosϕ = MMT if ‖mi‖ = 1 ∀i

MMT = UΣVTV︸ ︷︷ ︸
I

ΣUT = UΣ2UT

I since U is isometric, best rank-d approximation to MMT is
given by first singular values UdΣ

2
dUT

d = (UdΣd)(UdΣd)T

å M̃d = UdΣd preserves inner products 〈m̃i , m̃j〉
(and hence cosines computed without renormalization of M̃d)
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Dimensionality reduction Alternatives to SVD

Alternative dimensionality reduction techniques
different methods available depending on interpretation of SVD

I SVD as orthogonal projection
I random indexing (RI) projects into random subspace
I randomly generated unit basis vectors bi (sparse or Gaussian)

are approximately orthogonal, i.e. 〈bi ,bj〉 ≈ δij
I Johnson-Lindenstrauss lemma: distances are preserved well

if d is sufficiently high (cf. Papadimitriou et al. 1998)
+ no “noise reduction” effect (correlations not exploited)

I SVD as rank-d matrix approximation
I wrt. other cost function, e.g. ‖M̃−M‖1
I I am not aware of any standard algorithm / implementation

I SVD as decorrelation
I independent component analysis (ICA) has been applied to

separation of word senses (Rapp 2003)
+ does not seem useful for dimensionality reduction
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Dimensionality reduction Alternatives to SVD

Alternative dimensionality reduction techniques
different methods available depending on interpretation of SVD

I SVD as distance-preserving embedding
I non-linear and non-metric embeddings: kernel PCA,

(non-metric) multidimensional scaling (MDS), . . .

I SVD as matrix factorization
I non-negative matrix factorization (Lee and Seung 2001)
I M ≈WH with W,H ≥ 0
I cost function: Frobenius ‖M−WH‖2, cross-entropy, . . .

+ expensive iterative algorithm, non-unique solution

I SVD as latent class (topic) model
I probabilistic topic models are more plausible for frequency

data, e.g. PLSA (Hoffmann 1999)
I PLSA is equivalent to NMF with cross-entropy cost function
I latent Dirichlet allocation (LDA) and other Bayesian models
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Dimensionality reduction A case study
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Dimensionality reduction A case study

A case study on the usefulness of dimensionality reduction

I Distributional Memory with W1 × LW2 matricization
I k = 30,686 target terms
I n = 3,127,436 feature dimensions

I Two standard evaluation tasks
I TOEFL synonym test (Landauer and Dumais 1997)
I WordSim-353 semantic similarity ratings for 353 noun pairs

(Finkelstein et al. 2002), with Spearman rank correlation ρ
I Dimensionality reduction techniques

I feature selection (based on number of nonzero entries)
I random indexing (RI) with sparse random vectors
I RI + singular value decomposition (using randomized SVD)
I aggregation: collapse DM tensor into W1 ×W2 matrix

(yields 30,686 × 30,686 matrix with 6.41% nonzero cells)
I Caveat: no parameter optimization
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Dimensionality reduction A case study

A case study on the usefulness of dimensionality reduction

TOEFL WordSim
full 3.1M 76.3% .430
top 1M 76.3% .430

top 100k 77.5% .430
top 5k 71.3% .400
RI 5k 76.3% .439
RI 1k 78.8% .400

RI 6k + SVD 300 67.5% .426
W1 ×W2 full 30k 76.3% .461

W1 ×W2 SVD 300 70.0% .489
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Outlook and discussion

Things I love to talk about . . .

I Analysis of PLSA as matrix factorization
I Term-document vs. term-term matrix, higher-order models

+ can be illustrated nicely for sentence context
I Composition and dimensionality reduction

+ is vector multiplication etc. compatible with SVD?
I Sentence and document vectors

+ centroid? compositional?
I Non-linear dimensionality reduction techniques

+ useful for sparse high-dimensional vectors?
I Broad-scale evaluation and parameter optimization of DSM

+ single evaluation tasks give skewed picture
I Extension to tensor factorization

+ Tucker decomposition, non-negative tensor factorization
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Outlook and discussion
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